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Abstract
Exploratory Factor analysis (EFA) is a multivariate statistical technique used to describe several observed
variables as linear combinations of latent factors. Despite its usefulness, EFA is one of the most controversial
methods. This is due to several types of indeterminacy of the EFA model. A way to overcome these issues is
to impose a sparse structure on the factor loading matrix. From a Bayesian perspective, an early approach
is to apply spike and slab priors: mixtures of a continuous distribution that allows for non-zero entries and
a delta-spike at 0, which drives the factor loadings to 0. In this paper we propose a sparse versions of the
Bayesian EFA in which the sparseness is induced by a bimodal mixture of two inverse Gamma distributions.
This presents several computational advantages and facilitates the setting of the hyperparameters. Through
a simulation study we show that the proposed method is able to correctly infere the underlying sparse structure and to retrieve interpretable solutions.
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1. Introduction
Exploratory Factor Analysis (EFA) is widely applied for feature extraction in order to explain the intercorrelations among observed variables by means of a smaller set of latent variables. However, classical EFA
presents several drawbacks such as unidentifiability with respect to the rotation of the factor loading matrix,
and difficulty of selecting the appropriate number of factors. A useful approach to address these issues is the
introduction of sparsity in the model by imposing regularizations on the factor loading matrix.
From a Bayesian perspective, the regularization can be imposed by introducing prior probability distributions
that favour shrinkage for the coefficients of the factor loading matrix.
In this paper, we address the sparse EFA problem by introducing the sparseness inducing prior suggested in
the Normal Mixture of Inverse Gamma (NMIG) approach by Ishwaran & Rao (2003) for variable selection
in the regression framework.
The paper is organized as follows. In Sections 2 and 3, we briefly introduce the Bayesian EFA formulation
and the assumptions imposed on its parameters to overcome the rotation indeterminacy. In Section 4, we
review some recently proposed approaches for Bayesian sparse EFA. In Section 5, we discuss our proposal
for Bayesian Sparse EFA. The derivation of the Gibbs sampler for the parameters estimation is presented in
Section 6. In Section 7, we evaluate the performance of the proposed algorithm on simulated data.
2. The basic model
Formally, given a p-dimensional random vector, z, the factor analysis model assumes that each observable
random variable z can be expressed as a linear combination of k < p latent random variables, f , called
common factors, plus p additional sources of variation, ✏, called unique factors:
z = ⇤f + ✏

(1)

where ⇤ 2 <p⇥k is the factor loading matrix.
For n independent subjects/units the orthogonal k-factor model becomes:
Z = F ⇤T + E

(2)

where all involved random variables (Z, F and E) have zero means and unit variances, and that both common
and unique factors are uncorrelated. Most importantly, F and E are also assumed mutually uncorrelated. In
particular, we have that f ⇠ Nk (0, Ik ) and ✏ ⇠ Np (0, ), where is a p ⇥ p diagonal matrix with non-zero
diagonal entries, called uniquenesses.
Given the distributional assumptions, it is easy to see that the observed data likelihood and the complete-data
likelihood have the following forms (Fokoue, 2004):
⇢
⇤
1 ⇥
L(Z, ⇤, )
/ |⇤⇤T + | n/2 exp
tr (⇤⇤T + ) 1 Z T Z
(3)
2
⇢
1
L(Z, F, ⇤, ) / | | n/2 exp
tr( 1 EE T )
(4)
2
Then, from the Bayesian perspective, it is clear that, in order to complete the model specification, we need
to define prior probability distributions for the parameters ⇤ and .
For the factor loadings, we can assume independent Normal distributions such as i,j ⇠ N (0, 2 ), where 2
is a hyperparameter that needs to be defined a priori.
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Concerning the uniquenesses parameters, a conjugate prior for
is a Wishart distribution. Moreover,
given that the matrix is diagonal, we can reformulate this prior as the product of Gamma prior densities
for each element defined as i 2 ⇠ G(⌘, ⌧ ) with mean ⌧⌘ and variance ⌧⌘2 .
3. Rotation Indeterminacy
EFA is one of the most controversial and misused multivariate statistical techniques. This is probably due
to the identifiability problem of the model, which is invariant under rotational transformations. Indeed, for
any orthogonal k ⇥ k matrix Q we have: ⇤⇤T + = ⇤QQT ⇤T + = ⇤Q(⇤Q)T + .
Following Geweke (1996), Aguilar & West (2000), Lopes & West (2004), in this paper we require the factor loading matrix to be a block lower triangular matrix. Moreover, ⇤ is assumed to be of full rank, with
diagonal elements strictly positive. For this reason we assume that the factor loadings have prior distribution i,j ⇠ N (0, 2 ) if i 6= j and i,i ⇠ N (0, 2 )1( i,i > 0), where 1(·) is the indicator function. The sparse
structure is then inferred modifying the Bayesian EFA fitting problem by introducing a sparse-inducing prior.
4. Inducing sparsity in the matrix of factor loadings
In Bayesian EFA, the use of sparsity-inducing priors is widely explored. The pioneering work of West (2003)
deals with gene expression analysis and it has been followed by several proposals for applying Bayesian EFA
in this context (Lucas et al., 2006; Carvalho et al., 2008; Rattray et al., 2009). In the proposed methods, the
sparsity is induced by a mixture prior, also known as spike and slab prior, on the entries of the factor loadings
matrix (West, 2003). A spike and slab prior assumes that the coefficients are mutually independent with
a two-point mixture distribution made up of a degenerate distribution at zero, to provide strong shrinkage
near zero, and a uniform flat distribution, to allow signals to escape strong shrinkage (Stegle et al., 2000).
Specifically, by choosing a Gaussian prior for the active weights, each factor loading i,j is distributed as:
i,j | i,j

⇠

i,j N ( i,j |0,

2

) + (1

i,j )

(

i,j ),

(5)

where the coefficient i,j denotes the prior probability that factor j regulates variable i and (x) is the Dirac
delta function, with non-zero density only for x = 0. In the absence of strong prior information about the
scale of i,j , the hyperparameter 2 can be set to some large value or it can be learned (Stegle et al., 2000).
For each coefficient i,j , a Bernoulli variable i,j ⇠ B(w) is defined such as:
i,j | i,j

=0⇠ (

i,j ),

i,j | i,j

= 1 ⇠ N(

i,j |0,

2

).

(6)

The weight w can be a hyperparameter fixed a priori or it can be modeled. Usually, it is assumed that
w follows a Uniform distribution, w ⇠ Unif orm(0, 1). This formulation in (5) is strongly related to the
Stochastic Search Variable Selection (SSVS) introduced by George & Mcculloch (1993) in the regression
framework, which represents a relaxation of (5), where the delta function is replaced by a second Gaussian
component:
2
2 2
) + (1
).
(7)
i,j | i,j ⇠ i,j N ( i,j |0,
i,j )N ( i,j |0, c
George & Mcculloch show that if we set c (> 0) small enough and if i,j = c, then i,j would probably be so
small that it could be safely estimated by 0. On the other hand, when i,j = 1, a suitable large value fo
implicates that a nonzero estimate of i,j should be included in the final model.
However, as pointed out by Fahrmeir et al. (2010), the formulation in (5) limits the use of Gibbs and
Metropolis-Hasting samplers, which get stuck when a value of i,j = 0 is drawn. This problem has been addressed by several authors (see for example Geweke (1996); Rattray et al. (2009)). They propose alternatives
which improve the convergence rates at the expense of computational speed.
Moreover, Ishwaran & Rao (2003, 2005) enlighten that in the SSVS approach to regression, the choice of the
values for and c can be difficult and can a↵ect deeply the results: it can lead to models that concentrate
on either too many or too few coefficients. Hence, they proposed a hierarchical formulation, in which the
variance 2 itself is assumed to be random and to follow an Inverse Gamma distribution.
5. Sparse EFA through Normal Mixture of Inverse Gamma (SEFA-NMIG) priors
In this paper, we propose to adapt the Normal Mixture of Inverse Gamma (NMIG) priors (Ishwaran & Rao,
2003, 2005) approach to the sparse factor analysis framework.
In particular the NMIG method relies on the definition of a continuous bimodal distribution for i,j in place
of the two-point mixture distribution prescribed by the SSVS. The prior hierarchy for i,j in the k-factor
model can be introduced as follows:
i,i | i,j ,

2
i,j

i,j |c, w
2
i,j |↵,
2
i

w

⇠ N(
⇠ (1

i,i |0,

2
i,j i,j )1( i,i

w)fc (·) + wf1 (·)

⇠ IG(↵, )
⇠ IG(⌘, ⌧ )

⇠ Unif orm(0, 1)

> 0)

(8)
(9)
(10)
(11)
(12)

where in (9) fv is a discrete measure concentrated at the value v. As in SSVS, c is a fixed value close to zero,
i,j = 1 indicates the slab component and i,j = c the spike component.
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In the hierarchical formulation (8)-(12), c (a small near zero value), ↵ and are chosen so that 2i,j = i,j i,j
has a continuous bimodal distribution with a spike at c and a right continuous tail. The spike at c is important
because it enables the posterior to shrink values for the zero coefficients, while the right-continuous tail is used
to identify nonzero parameters. Continuity is crucial because avoids having to manually set a bimodal prior
as in (5) and (7). Another unique feature of (12) is the parameter w. It takes on the role of a complexity
parameter controlling the size of models and using a continuous prior for w allows for a greater amount
of adaptiveness in estimating model size (Ishwaran & Rao, 2005). Concerning the hyperparameters, for
2
Gaussian models, Ishwaran & Rao (2005) suggest default options, in particular i,j
= 1 after standardizing
2
all covariates. The resulting prior for the variance parameter i,j is a mixture of scaled inverse Gamma
distributions:
p( 2i,j ) = (1 w)IG( 2i,j |↵, c ) + wIG( 2i,j |↵, ).
(13)
It results that the marginal distribution for i,j is a mixture of two Student distributions with mean zero,
one with a very small and the other with a larger variance (see Fahrmeir et al., 2010).
6. Gibbs sampling in SEFA-NMIG
In Bayesian factor analysis, it is required to estimate the parameters of a multivariate density and, in this
context, a natural choice is the application of Markov chain Monte Carlo (MCMC) methods.
Here we apply the Gibbs sampling for parameters estimation. The algorithm prescribes the following steps:

1. The full conditional posterior for F can be factorized into independent normal distributions for the fi ,
i = 1, . . . , n:
1
1
1
fi |zi , ⇤, ⇠ Nk ([Ik + ⇤T
⇤] 1 ⇤T
zi , [Ik + ⇤T
⇤] 1 )
(14)
2. for each i = 1, . . . , p and j = 1, . . . , k sample
i,j |⇤,

2
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⇠
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fc2 (·) +
f1 (·)
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w1i,j + w2i,j

where:
w1i,j = (1

2

1/2

w)(c )

exp
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2
i,j

w2i,j = w exp

2

.
3. Simulate i,j2 from its conditional distribution:
containing the elements i,j .

2
i,j |⇤,

4. Simulate w from its conditional distribution: w|
respectively, the number of times that i,j = 1 and
5. Simulate
⇤fi ).

2

2

from its conditional distribution:

i

2
i,j
2c2

!

!

⇣
⇠ G ↵ + 12 ,

+

2
i,j

2

i,j

⌘

, where

is the matrix

⇠ Beta(1 + n1 , 1 + n0 ), where n1 and n0 are,
i,j = c.
⇠ G b1 + 12 , b2 +

sii
2

, where sii = (zi ⇤fi )T (zi

6. In order to simulate the factor loadings we now need to take into account the triangular form of ⇤
imposed to eliminate the rotation indeterminacy. In fact, such a restriction requires only a very minor
modification in the derivation of the full conditional distribution of ⇤.
• for the first k rows, i = 1, . . . , k,
⇣
⇠N [
i |zi , fi ,

1
i

+

2
i

T
F(i)
F(i) ]
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F(i)
zi , [
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2
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F(i) ]

1

⌘

(15)
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Here i is a diagonal matrix whose elements correspond to the i-th row of = { i,j i,j
}i=1,...,p
and F(i) is the matrix containing the first i-th columns of the factor score matrix.

j=1,...,k

• for the first remaing rows, i = k + 1, . . . , p,
i |zi , fi ,

⇠N [

1
i

+

2
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.

(16)

7. Results on Simulated data
In this section we evaluate the NMIG approach for Bayesian SEFA through a simulation study. In particular,
we examine the performance of the SEFA-NMIG by employing the simulated data constructed in Choi et
al. (2011). We take a hypothetical 12 ⇥ 4 sparse loadings matrix ⇤ with the following non-zero entries:
1,1 = 2,1 = 3,1 = 1.8, 4,2 = 5,2 = 6,2 = 1.7, 7,3 = 8,3 = 9,3 = 1.6 and 10,4 = 11,4 = 12,4 = 1.5,
and 2 = Diag(1.27, 0.61, 0.74, 0.88, 0.65, 0.81, 0.74, 1.3, 1.35, 0.74, 0.92, 1.32). According to (2),
we generate 100 data matrices each of which is analyzed by SEFA-NMIG with 15 di↵erent combinations of
values for the hyperparameters ↵, and c. For the fitted models the MCMC algorithm was run for 10000
iterations. Posterior inference was based on the last 6000 draws using every 3-th member of the chain to avoid
autocorrelation within the sampled values. The results, depicted in Figure 1, show that the best performance
is achieved for ↵ = 5, = 50 and c = 0.0001, when the true underlying structure is recovered in every
simulation. These results agree with Ishwaran & Rao (2005), who suggested this combination as the default
setting for the hyperparameters.
Moreover, analysing the results, it becomes clear that the major impact on the degree of sparseness is played
by c, which determines the variance of the spike component. It is also interesting to note that, when a

Figure 1: Number of zeros obtained in 100 runs of SEFA-NMIG for di↵erent values of the hyperparameters.
suitable value for c is determined, the influence of the hyperparameter ↵ and
stable solutions for di↵erent combinations given the value of c fixed.

decreases, allowing to achieve

8. Conclusions
We propose a sparse version of the Bayesian EFA by introducing an inverse Gamma spike and slab prior for
variances. This prior induces a spike and slab prior for the factor loadings. The obtained results show that
the introduction of the NMIG prior allows to obtain sparse loadings that better represents the underlying
correlation structure among the variables and that are easily interpretable.
Developing BSEFA for large data set will be of interest for future works. One promising approach would be
to consider nonparametric and semiparametric approaches already successfully applied for variable selection
in regression tasks. We will exploit the results obtained by Korobilis (2013) in the regression framework. This
method considers a semiparametric variable selection prior that allows for simultaneous selection of important
variables and soft clustering of features having similar impact on the variable of interest. In particular, the
method represents a generalization of the spike and slab prior obtained by considering the Dirichlet Process.
This method seems particularly useful when dealing with large number of highly correlated variables.
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